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ABSTRACT

Colony losses caused by honeybee swarming remain a major operational chal-
lenge because departure occurs within minutes, although acoustic changes begin
tens of minutes earlier and could allow timely intervention if detected reliably.
Current detection systems miss this window because the circadian rhythm of in-
dividual hive acoustics is not modelled, making it impossible to separate genuine
pre-swarming drift from normal day-to-night spectral variation. Recursive least
squares is used to estimate a colony-specific circadian baseline, Mahalanobis
distance scoring is applied to quantify deviations, and Bayesian online change-
point detection (BOCPD) accumulates Bayesian evidence of a regime shift, with
a threshold derived from warmup data guaranteeing a controlled false alarm
rate without labelled recordings and regardless of bee race, season, or micro-
phone placement. A controlled simulation was used for evaluation, yielding
3.5× higher precision than the best label-free baseline, swarm anticipation ex-
ceeding 25 minutes before departure, and a false alarm rate held at the nominal
5% target. The low per-frame cost and memory footprint make this algorithm
deployable on resource-constrained embedded devices, enabling continuous au-
tonomous hive monitoring without expert supervision.
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1. INTRODUCTION
Honeybee colonies (Apis mellifera) are responsible for pollinating approximately one third of global

food crops. The annual economic value of this service has been estimated at over 150 billion euros [1]. Bee-
keeping operations worldwide are exposed to a recurring threat known as swarming. During a swarm event, the
queen departs with more than half the worker population. The remaining colony loses its foraging capacity and,
in most cases, its honey yield for the season [2]. Swarming is difficult to manage because of its timing. Internal
colony preparation develops over several days before departure occurs within minutes. Weekly inspections are
not sufficient to intercept this sequence. At the scale of a professional apiary, the mismatch between visit fre-
quency and event speed results in direct economic loss. Acoustic monitoring systems address this problem. A
sensor installed on each hive registers spectral changes that precede swarming well before departure, providing
time for beekeeper intervention.

In-hive acoustic recordings show that colony sound has a measurable daily structure. Spectral energy
and frequency content vary with the light cycle. This circadian pattern remains stable under normal hive condi-
tions [3]. In the days before swarming, this pattern changes progressively. The dominant frequency decreases,
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broadband energy increases, and the frequency distribution narrows. These changes occur simultaneously
across multiple descriptors. This multivariate progression is referred to as pre-swarming drift. At swarm depar-
ture, the acoustic signal changes abruptly as thousands of bees exit the hive within seconds. This progression
creates two detection problems that must be addressed together. Normal day-to-night spectral transitions re-
semble pre-swarming drift and cause false alarms in detectors that ignore circadian variation. Detection must
also occur during the drift phase, not at departure, to preserve a usable intervention window. Both conditions
must be satisfied simultaneously for acoustic monitoring to be operationally effective.

The empirical foundations of acoustic hive monitoring were established by Ferrari et al. [2].
Their study covered 270 hours of continuous recordings and documented a reproducible spectral sequence
before swarming. A progressive centroid descent was observed, followed by a sharp jump at departure.
Bromenshenk et al. [4] developed embedded systems based on frequency analysis. These fixed-threshold
methods share a fundamental structural limitation: any threshold calibrated on specific experimental colonies
fails to generalise across races, environments, and seasons, and none accounts for the circadian rhythm that
shapes normal hive acoustics.

Labelled swarming recordings are required by all deep learning approaches to beehive audio classi-
fication. Accuracy levels of up to 99% have been reported under controlled conditions [5]–[8]. Noise robust-
ness [9], TinyML compatibility [10], feature selection [11], and downsampled spectrograms [12] have each
been explored as extensions. The labelling requirement, however, constitutes a structural obstacle. Swarming
occurs at most once per colony per year. The publicly available datasets — OSBH [13], we4bee [14], Ur-
BAN [15], and MSPB [16] — each contain only a few dozen annotated events, none of which includes times-
tamped episodes usable for online detection benchmarking. Severe performance degradation with changes in
microphone placement has also been reported [17]. In short, supervised approaches face a data-availability
ceiling that is unlikely to be overcome without multi-year, multi-colony field campaigns.

Hive monitoring without labelled data has been approached as an unsupervised anomaly detection
problem by several authors. An autoencoder architecture was used by Libal and Biernacki [18] to distinguish
honeybee types from audio without annotations. IoT-based acoustic classification was studied by Zgank [19].
Vibrational spectra were used by Ramsey et al. [20], who reported swarming prediction up to 30 days ahead
with accuracy exceeding 90%. The CUSUM statistic [21] has been applied for label-free drift detection, but
false alarms are systematically generated at dawn and dusk due to its univariate formulation and its complete
disregard for circadian structure. A probabilistic alternative is offered by Bayesian online changepoint detection
(BOCPD) [22], [23], in which evidence is accumulated across successive observations and isolated perturba-
tions are naturally suppressed. Standardised evaluation protocols have been identified as missing from this
literature, and label dependency has been flagged as a persistent issue in recent comparative studies [24], [25].
In summary, no existing unsupervised method jointly addresses circadian modelling and sequential Bayesian
changepoint detection with a statistically guaranteed false alarm rate.

Three concurrent gaps are identified in the literature. First, no existing approach models the circa-
dian rhythm explicitly before anomaly detection. This generates systematic false alarms at dawn and dusk.
Second, label-free methods operate on univariate descriptors without statistical guarantees on the false alarm
rate. Third, supervised methods cannot be applied without annotated swarming recordings. No prior work has
applied BOCPD to acoustic hive monitoring. No existing system combines adaptive circadian modelling with
sequential probabilistic changepoint detection in a single online framework. The algorithm proposed in this
paper addresses all three gaps jointly.

2. METHOD
The proposed swarming detection pipeline is shown in Figure 1. Four processing blocks are connected

in sequence. Each block addresses one specific property of swarming acoustics: spectral descriptors capture the
multivariate signal, circadian modelling removes day-to-night variation, Mahalanobis scoring quantifies joint
deviation, and BOCPD accumulates Bayesian evidence of a regime change.

A fully online, label-free algorithm is described in algorithm 1. Notation is defined in Table 1. The
system operates in two sequential phases. During the warmup phase, model parameters converge and threshold
γ is calibrated from the empirical distribution of PCP (t) under normal conditions. During the monitoring
phase, γ is applied to each incoming frame for real-time detection.

At each frame t, the algorithm extracts a vector of four spectral descriptors x(t) ∈ R4 (line 3).
These descriptors capture the different dimensions of the collective acoustic behaviour of the colony. During
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pre-swarming drift, the spectral centroid C(t) and dominant frequency PF (t) tend to decrease, the bandwidth
BW (t) narrows, while the energy E(t) progressively increases. The coherence of these simultaneous variations
constitutes a robust signature of the phenomenon, exploited by the Mahalanobis distance at line 11. This
minimal set is sufficient: each descriptor targets a distinct documented dimension of pre-swarming drift, and
d=4 bounds the inversion cost at O(64) operations per frame.

Figure 1. Proposed swarming detection pipeline

Table 1. Summary of notation
Symbol Dim. Description
φ(t) R5 Circadian harmonic basis
θRLS R5×4 Circadian model parameters
P R5×5 RLS covariance matrix
K R5 RLS gain vector

Σ(t) R4×4 Adaptive residual covariance
D(t) scalar Mahalanobis anomaly score

PCP (t) [0, 1] Posterior changepoint probability
λ, λRLS scalars EMA and RLS forgetting factors

H scalar BOCPD hazard rate

To prevent natural day/night variations from being interpreted as anomalies, the algorithm explicitly
models the circadian behaviour of the colony via the harmonic basis defined at line 4:

φ(t) =
[︂
1, cos 2πt

T , sin 2πt
T , cos 4πt

T , sin 4πt
T

]︂⊤
(1)

where T is the circadian period expressed in frames. The RLS update (lines 5–9) fits θRLS online, producing
the circadian prediction µcirc(t) = φ(t)⊤θRLS at each step. At line 6, the RLS update is suspended whenever
S(t−1)=1: admitting anomalous frames into the parameter update would bias θRLS toward the disturbed
regime, degrading the residual and eroding future detection sensitivity.

Once this model is learned, the residual (line 10) r(t) = x(t)−φ(t)⊤θRLS contains only the abnormal
variations. Its normal variability is modelled by an adaptive covariance (line 8), updated with the previous
residual r(t−1), enabling the computation of the multivariate anomaly score (line 11):

D(t) = r(t)⊤(Σ(t) + εI)−1r(t) (2)

This measure accounts for correlations between descriptors and effectively captures the joint pre-swarming
drift.
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To integrate the temporal dimension of this drift, the score D(t) is then analysed by the BOCPD
module (line 12) [22], which estimates the posterior probability of a regime change at instant t:

PCP (t) = P (rt = 0 | D1:t) (3)

This mechanism distinguishes a persistent pre-swarming drift from a punctual fluctuation due to environmental
noise. During the warmup phase, values of PCP (t) are accumulated in buffer W (line 14); once the distribution
stabilises over at least 3T frames (lines 16–17), the adaptive threshold is learned:

γ = percentile(W, 100(1− α)) (4)

This threshold guarantees a false alarm rate controlled at level α without any external calibration. The final
decision is taken at line 19 according to:

S(t) = 1[warmup ∧ PCP (t) ≥ γ] (5)

An alarm is triggered only when the acoustic regime has shifted persistently enough for BOCPD to assign a
changepoint probability above γ. Per-frame computational cost is O(Rmax + d3 + p2) ≈ O(200) elementary
operations with d=4, p=5, Rmax=100. Memory stays below 500 floats. This theoretical analysis indicates
compatibility with low-cost microcontrollers. Empirical benchmarking on hardware is proposed as a priority
next step.

Five parameters govern the algorithm. λRLS = 0.995 was assigned to prevent the circadian base-
line from absorbing pre-swarming drift. λ = 0.05 gives the covariance estimator a half-life of 14 frames.
H = 1/500 places a prior of one regime change per circadian cycle on the BOCPD model. α = 0.05 fixes
the tolerated false alarm rate at an operationally acceptable level. nmin = 3T delays surveillance until one full
day-night cycle has been observed. At each new installation, γ is estimated from the colony’s own warmup
data. No manual reconfiguration is needed. Sensitivity of results to these values is examined in Experiment 4
(Section 3.4.).

Algorithm 1. Adaptive Bayesian pre-swarming detection
Input: A(t), λ, λRLS, H, α, ϵ
Output: PCP (t), S(t)

1: Init.: Σ← I4, θRLS ← 0, P← 105I5, W ← ∅, warmup← False
2: for each frame t do
3: x(t)← [C,BW,E, PF ]⊤

4: φ(t)← [1, cos 2πt
T

, sin 2πt
T

, . . .]⊤

5: K← Pφ(t)
(︁
λRLS +φ(t)⊤Pφ(t)

)︁−1

6: if S(t− 1) = 0 then
7: θRLS ← θRLS +K

(︁
x(t)−φ(t)⊤θRLS

)︁
8: Σ← (1− λ)Σ+ λ r(t−1)r(t−1)⊤
9: end if

10: r(t)← x(t)−φ(t)⊤θRLS

11: D(t)← r(t)⊤
(︁
Σ+ ϵI

)︁−1
r(t)

12: Apply BOCPD on D(t)→ PCP (t)

13: if ¬warmup then
14: W ←W ∪ {PCP (t)}
15: end if
16: if |W | ≥ 3T and stable(W ) and ¬warmup then
17: γ ← pct(W, 100(1− α)); warmup← True
18: end if
19: S(t)← 1

[︁
warmup ∧ PCP (t) ≥ γ

]︁
20: end for

3. RESULTS AND DISCUSSION
Since no large annotated corpus of hive recordings currently includes swarming events, we validate the

algorithm on a controlled simulation — a standard recourse when the phenomenon of interest is both rare and
difficult to label in the field. To reflect the actual acoustic dynamics of swarming, the synthetic signal is con-
structed in three successive phases: a normal baseline driven by the learned circadian model, a pre-swarming
period characterised by a progressive linear pre-swarming drift (δpre = [−50,−12,+0.025,−40] Hz/RMS),

Int J Elec & Comp Eng, Vol. 16, No. 5, October 2026: 2483-2493



Int J Elec & Comp Eng ISSN: 2088-8708 ❒ 2487

and a swarming event modelled as a sudden jump (δswarm = [+220,+55,+0.28,+175] Hz/RMS). Indepen-
dent Gaussian noise with variance diag(σ2), σ = [15, 6, 0.008, 12], is superimposed at each frame; values for
C, BW , and PF are expressed in Hz, and E in normalised RMS units. Both reference methods receive the
same circadian model θRLS learned online by our algorithm, not the true model θtrue. This fair comparison
— a realistic deployment condition where no method benefits from a perfect acoustic model — isolates the
specific contribution of the BOCPD framework. Nominal parameters are λ=0.05, λRLS=0.995, H=1/500,
α=0.05, nmin=3T . False positives are counted per continuous alarm episode, and all results are averaged over
200 independent episodes.

3.1. Experiment 1: convergence of the circadian model
The first experiment evaluates the convergence speed and quality of the harmonic circadian model

learned by RLS. This model is the direct response to the circadian problem identified in Section 1: it must
rapidly learn the day-night rhythm of the colony so that the residual r(t) contains only genuine anomalies.
Table 2 presents the evolution of the RMSE between the prediction µcirc(t) and the true behaviour µcirc,true(t)
over seven days. The criterion nmin = 3T ensures that the system has observed the colony at all hours of the
day before triggering surveillance. Figure 2 shows the complete convergence curve on a log scale; the RMSE
starts at 9.44 Hz (no prior knowledge), falls to 0.39 Hz after one full circadian cycle (Day 1), rises transiently
at Day 2 during 12h harmonic refinement, and stabilises at Day 3 (nmin=3T , red vertical line), which marks
the end of the warmup phase and the onset of surveillance.

Table 2. RMSE of the circadian RLS model at key instants.
Elapsed time RMSE (Hz) Interpretation
Start (t = 0) 9.44 θRLS = 0, no prior knowledge — maximum error
6h equivalent 1.22 First significant harmonic corrections

Day 1 (1 full cycle) 0.39 Functional model — error <0.15% of dynamic range
Day 2 1.62 Second-order harmonic adjustment — normal RLS behaviour

Day 3 (nmin = 3T ) ⋆ 1.00 Convergence established — stationarity criterion met ✓
Day 7 1.97 Residual fluctuations due to measurement noise σC = 15 Hz

Figure 2. RLS model RMSE over time (Hz, log scale). Red line: warmup end at nmin = 3T

Several observations follow. First, convergence is remarkably fast: at the end of the first circadian
cycle (Day 1), the RMSE falls to 0.39 Hz, less than 0.15% of the spectral centroid dynamic range, without any
prior data. Second, the slight increase at Day 2 reflects a characteristic RLS behaviour: once the fundamental
24h component is well estimated, the system refines the 12h harmonics, introducing a transient oscillation
before definitive stabilisation. Third, residual fluctuations around 2 Hz beyond Day 3 represent the theoretical
lower bound of the error for a second-order harmonic model subject to Gaussian noise σC = 15 Hz. These
results empirically justify the choice of nmin = 3T .

3.2. Experiment 2: system calibration
The statistical false alarm guarantee was assessed over 200 purely normal episodes. The empirical

distribution of D(t) does not follow the theoretical χ2(4) law: E[D]=2.81 was measured instead of the ex-
pected 4.00. This bias originates from the EMA warm-start initialisation of Σ. The BOCPD inference is not
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affected by this discrepancy, since γ is re-estimated from warmup data at each deployment and absorbs the bias
empirically. An effective false alarm rate of 0.0475 ± 0.0141 was obtained for α=0.05, corresponding to a
relative deviation of 5.0% from the nominal level. Figure 3 reports the calibration results. Figure 3(a) displays
the density of per-episode false alarm rates, with the empirical mean of 0.0475 falling close to the nominal
α=0.05. Figure 3(b) shows the ±1σ band around the mean, confirming that γ compensates the EMA bias
without requiring explicit correction.

(a) (b)

Figure 3. System calibration over 200 purely normal episodes (a) false alarm rate density; black: observed
mean; red dashed: α=0.05 and (b) deviation from nominal α with ±1σ band

3.3. Experiment 3: detection performance
This experiment constitutes the central evaluation of the article. Table 3 presents the results over 200

independent episodes. All methods use θRLS learned online; false positives are counted per continuous alarm
episode; nTP denotes the number of episodes yielding at least one alarm before tc; recall is computed per
episode as the fraction of pre-swarming frames correctly alarmed, then averaged over all 200 episodes; the
delay is computed on nTP episodes only.

Table 3. Detection performance over 200 independent episodes (mean ± std). †No alarm was triggered
(nTP = nFP = 0): Precision, Recall, and F1 are all reported as N/A since the detector is entirely silent.

‡Anticipation delays are statistically indistinguishable (two-sided Wilcoxon signed-rank test, p=0.70, n=152)
Method Precision Recall F1-score Delay (nTP )

Fixed threshold χ2(4) N/A† N/A† N/A† — (nTP = 0/200)
CUSUM centroid 0.02± 0.00 1.00± 0.00 0.04± 0.00 25.7± 0.4 min‡ (nTP = 200)

Our method (Alg. 1) 0.07± 0.05 0.76± 0.43 0.13± 0.08 25.5± 2.0 min‡ (nTP = 152/200)

Figure 4 shows one complete post-warmup episode. Figure 4(a) plots D(t) over the three acoustic
phases. Blue points cover frames 0–1000. Values fluctuate near E[D] ≈ 2.81, below the theoretical reference
of 4.00. Orange points cover frames 1000–1250. A progressive upward drift is observed during this pre-
swarming phase. Red points appear after frame 1250. A sharp jump is recorded at swarming onset. The instant
tc is marked by a black dashed line. Figure 4(b) plots PCP (t). The curve rises steadily and crosses γ before
tc. The first alarm is indicated by a blue dashed line. Figure 4(c) overlays S(t) on ground truth. Orange and
red backgrounds mark the pre-swarming and swarming zones. Blue bars indicate active alarms. All 59 alarms
precede tc.

Figure 5 reports aggregated metrics over 200 runs. Figure 5(a) compares precision and recall across
all three methods. Precision collapses to near zero for both baselines. A precision gain of 3.5× over CUSUM
is achieved by the proposed method at equivalent recall. Figure 5(b) plots the per-episode F1 distribution. A
bimodal shape is observed. This bimodality is a structural property of BOCPD: episodes are either detected
with high confidence or missed entirely, with no intermediate regime.
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(a)

(b)

(c)

Figure 4. Representative post-warmup episode (a) D(t) by phase (blue/orange/red), (b) PCP (t) crossing γ
before tc, and (c) decision S(t); all alarms precede tc

(a) (b)

Figure 5. Detection performance over 200 episodes (a) precision, recall, F1 (mean ± std) and
(b) F1 distribution per episode (boxplot)
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3.4. Experiment 4: hyperparameter sensitivity
As shown in Table 4, thirteen configurations were tested in total. The F1-score ranges from 0.117

to 0.184 across all configurations, a spread of 0.067 points. No catastrophic collapse is observed for any
reasonable parameter value. λRLS and H show low sensitivity. F1 varies by at most 0.013 points for λRLS

and 0.019 points for H . Both parameters can be fixed from physical arguments without numerical tuning.
A non-monotone profile is observed for λ. The extreme values outperform the intermediate value λ = 0.01
(F1 = 0.131). The nominal value λ = 0.05 falls in a stable region (F1 = 0.136± 0.082). The false alarm level
α is the most operationally significant parameter. The highest mean F1 of 0.169 is obtained at α = 0.02, but
variance is markedly elevated (std = 0.198). At α = 0.10, F1 falls to 0.117 ± 0.048. This parameter encodes
the practitioner’s false alarm budget. It is not a free hyperparameter — it should be chosen operationally, as
a significance level is selected in a statistical test. The nominal configuration produces stable, representative
performance rather than an overfitted optimum.

Table 4. Sensitivity analysis — F1-score (mean ± std, 200 episodes). ⋆ denotes the nominal value
Parameter Value F1 (mean ± std)

λ

0.001 0.163± 0.093

0.01 0.131± 0.072
0.05 ⋆ 0.136± 0.082

0.10 0.184± 0.123

λRLS

0.990 0.154± 0.078
0,995 ⋆ 0,141± 0.085

0.999 0.148± 0.096

H
1/200 0.134± 0.067
1/500 ⋆ 0.138± 0.084

1/1000 0.153± 0.103

α
0.02 0.169± 0.198
0.05 ⋆ 0.135± 0.081

0.10 0.117± 0.048

3.5. Discussion
Three methods are compared in Table 3. The fixed threshold produces no detections under fair condi-

tions (nTP = nFP = 0/200). Without access to the true circadian model, D(t) never reaches χ2(4) = 9.49.
Precision, Recall, and F1 are undefined for this baseline. CUSUM fires on every episode. A ratio of 49 false
alarms per true detection is recorded. Continuous surveillance is operationally impractical at this rate. The
proposed algorithm achieves F1 = 0.13 ± 0.08, a factor of 3.25 over CUSUM. A precision gain of 3.5× is
obtained at equivalent recall. An anticipation delay of 25.5 ± 2.0 min is measured. This value is statistically
indistinguishable from CUSUM (25.7 ± 0.4 min, two-sided Wilcoxon signed-rank test, p = 0.70, n = 152).
The improvement is therefore in reliability rather than speed: fewer unjustified alerts are produced without
any loss in anticipation time. These results distinguish the proposed method from existing approaches. No
prior calibration is required, unlike Ferrari et al. [2]. No annotated swarming examples are needed, unlike
supervised approaches [5], [7]. To the best of the authors’ knowledge, the proposed method is the first to ex-
plicitly model the circadian rhythm before anomaly detection, eliminating the main source of false alarms in
naive approaches. Deep learning baselines such as autoencoders are architecturally incompatible with the strict
online, single-pass, and embedded constraints of the proposed system; their training requirement and memory
footprint preclude direct comparison in this deployment context. Such comparison is deferred to a future offline
evaluation.

Connected beehive monitoring systems represent a direct application target for the proposed algo-
rithm. Detection runs in real time on a low-cost microcontroller paired with a single in-hive microphone.
Memory occupation stays below 500 floating-point values. Per-frame cost is approximately 200 elementary
operations. At each new installation, the detection threshold is computed from the first three days of colony
recordings. No swarming events and no manual setup are required. A mean anticipation window of 25 minutes
is available to the beekeeper before swarm departure. At α = 5%, one false alert per twenty swarming sea-
sons per hive is expected. Weekly inspection schedules are replaced by continuous autonomous surveillance.
Dependence on expert availability is reduced. Timely intervention becomes possible across tens of hives simul-
taneously. Precision apiculture platforms aimed at reducing unplanned colony losses are a natural deployment
context for this system.
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Real-world deployment raises conditions that the simulation does not cover. Inter-race acoustic vari-
ability, seasonal amplitude shifts, and microphone positioning artefacts are absent from the synthetic sig-
nal [17]. A single swarming trajectory is used per episode. Irregular or interrupted pre-swarming drifts, which
are documented in real colonies, are not represented. Two gaps are therefore identified in the current vali-
dation. The Gaussian noise model covers normal hive statistics but not real deployment variability. Episode
diversity is limited to one trajectory type. Field recordings from multiple hives are needed to close these gaps
before operational deployment. Three additional limitations are identified at the algorithmic level. The EMA
bias (E[D] = 2.81 ̸= 4) is compensated empirically by γ. An NIG prior calibrated from warmup data would
be theoretically more rigorous. The threshold γ is fixed at warmup and does not re-adapt to slow seasonal
drifts. Periodic online recalibration is identified as a priority extension. The four spectral descriptors cover the
main documented dimensions of pre-swarming drift. Richer features such as harmonicity or spectral entropy
are proposed as future extensions. Four next steps are identified in order of priority: partial validation of the
circadian modelling and false alarm calibration on real continuous hive audio; end-to-end swarming detection
on field recordings with timestamped events; periodic recalibration of γ; embedded deployment confirmed by
microcontroller benchmarks; and exploration of hybrid semi-supervised extensions once annotated swarming
recordings become available.

4. CONCLUSION
A fully online, label-free algorithm for acoustic honeybee swarm detection was introduced. No prior

knowledge of the monitored hive is required. Three components are coupled to address both: RLS-based
circadian modelling, Mahalanobis distance scoring, and BOCPD. A warmup-calibrated threshold γ holds the
false alarm rate at α without external calibration. Performance was evaluated over 200 independent episodes
under fair comparison conditions. Against CUSUM, precision improved by 3.5× and F1 by 3.25×, both at an
equivalent anticipation delay of 25.5± 2.0 min. A false alarm rate of 4.75% was measured at α=5%. The per-
frame cost of O(Rmax+d3+p2) and memory below 500 floats confirm compatibility with low-cost embedded
hardware. All quantitative evaluations were conducted on simulated data. The synthetic signal reproduces the
statistical structure of pre-swarming acoustics. Real-world validation on annotated field recordings remains
indispensable before operational deployment. The measured F1 = 0.13 ± 0.08 is modest in absolute terms.
It was achieved without labelled examples, under a strict online single-pass constraint, and with a statistically
guaranteed false alarm rate at the user-specified α — three simultaneous constraints absent from supervised
comparators — and still yields 3.25× higher F1 than the best available label-free baseline. Field recordings
with timestamped swarming events need to be collected for end-to-end validation. Periodic recalibration of γ is
required to handle seasonal drift. Replacement of the EMA covariance estimator with an NIG prior calibrated
from warmup data is proposed as a theoretically more rigorous alternative. Hybrid semi-supervised extensions
become relevant once annotated swarming recordings are available.
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